8.11.2 Cluster-randomized trials

In cluster-randomized trials, groups of individuals rather than individuals are randomized to

different interventions. Cluster-randomized trials are also known as group-randomized trials.

We say the ‘unit of allocation’ is the cluster, or the group. The groups may be, for example,

schools, villages, medical practices or families. Such trials may be done for one of several

reasons. It may be to evaluate the group effect of an intervention, for example herd-immunity

of a vaccine. It may be to avoid ‘contamination’ across interventions when trial participants

are managed within the same setting, for example in a trial evaluating a dietary intervention,
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families rather than individuals may be randomized. A cluster-randomized design may be

used simply for convenience.

One of the main consequences of a cluster design is that participants within any one cluster

often tend to respond in a similar manner, and thus their data can no longer be assumed to be

independent of one another. Many of these studies, however, are incorrectly analysed as

though the unit of allocation had been the individual participants. This is often referred to as

a ‘unit of analysis error’ (Whiting-O'Keefe 1984) because the unit of analysis is different

from the unit of allocation. If the clustering is ignored and cluster trials are analysed as if

individuals had been randomized, resulting P values will be artificially small. This can result

in false positive conclusions that the intervention had an effect. In the context of a metaanalysis,

studies in which clustering has been ignored will have overly narrow confidence

intervals and will receive more weight than is appropriate in a meta-analysis. This situation

can also arise if participants are allocated to interventions that are then applied to parts of

them (for example, to both eyes or to several teeth), or if repeated observations are made on a

patient. If the analysis is by the individual units (for example, each tooth or each observation)

without taking into account that the data are clustered within participants, then a unit of

analysis error can occur.

There are several useful sources of information on cluster-randomized trials (Donner

2000)(Donner 2001a)(Murray 1995). A detailed discussion of incorporating clusterrandomized

trials in a meta-analysis is available (Donner 2002), as is a more technical

treatment of the problem (Donner 2001b). Special considerations for analysis of standardised

mean differences from cluster-randomised trials are discussed by White and Thomas (White

2005).

8.11.2.1 Methods of analysis for cluster-randomized trials

One way to avoid unit of analysis errors is to conduct the analysis at the same level as the

allocation, using a summary measurement from each cluster. Then the sample size is the

number of clusters and analysis proceeds as if the trial was individually randomized (though

the clusters become the individuals). However, this might considerably, and unnecessarily,

reduce the power of the study, depending on the number and size of the clusters.

Alternatively, statistical methods now exist that allow analysis at the level of the individual

while accounting for the clustering in the data. The ideal information to extract from a clusterrandomized

trial is a direct estimate of the required effect measure (for example, an odds ratio

with its confidence interval) from an analysis that properly accounts for the cluster design.

Such an analysis might be based on a ‘multilevel model’, a ‘variance components analysis’ or

may use ‘generalised estimating equations (GEEs)’, among other techniques. Statistical

advice is recommended to determine whether the method used is appropriate. Effect estimates

and their standard errors from correct analyses of cluster-randomized trials may be metaanalysed

using the generic inverse variance method in RevMan version 4.2 or later.

8.11.2.2 Approximate analyses of cluster-randomized trials for a metaanalysis:

Effective sample sizes

Unfortunately, many cluster-randomized trials have in the past failed to report appropriate

analyses. They are commonly analysed as if the randomization was performed on the

individuals rather than the clusters. If this is the situation, approximately correct analyses may

be performed if the following information can be extracted:

• the number of clusters (or groups) randomized to each intervention group; or the

average (mean) size of each cluster

• the outcome data ignoring the cluster design for the total number of individuals (for

example, number or proportion of individuals with events, or means and standard

deviations).
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• an estimate of the intracluster (or intraclass) correlation coefficient (ICC)

The ICC is an estimate of the relative variability within and between clusters (Donner 1980).

It describes the ‘similarity’ of individuals within the same cluster. In fact this is seldom

available in published reports. A common approach is to use external estimates obtained from

similar studies (Ukoumunne 1999). ICCs may appear small compared with other types of

correlations: values lower than 0.05 are typical. However, even small values can have a

substantial impact on confidence interval widths (and hence weights in a meta-analysis),

particularly if cluster sizes are large. An example below provides an illustration.

An approximately correct analysis proceeds as follows. The idea is to reduce the size of each

trial to its ‘effective sample size’ (Rao 1992). The effective sample size of a single

intervention group in a cluster-randomized trial is its original sample size divided by a

quantity called the ‘design effect’. The design effect is 1+(m – 1)r, where m is the average

cluster size and r is the intracluster correlation coefficient. A common design effect is usually

assumed across intervention groups. For dichotomous data both the number of participants

and the number experiencing the event can be divided by the same design effect. Since the

resulting data must be rounded to whole numbers for entry into RevMan this approach may be

unsuitable for small trials. For continuous data only the sample size need be reduced; means

and standard deviations should remain unchanged.

8.11.2.3 Example of incorporating a cluster-randomized trial

As an example, consider a cluster-randomized trial that randomized 10 school classrooms

with 295 children into an intervention group and 11 classrooms with 330 children into a

control group. The numbers of successes among the children, ignoring the clustering, are

Intervention: 63/295

Control: 84/330

Imagine an intracluster correlation coefficient of 0.02 has been obtained from a reliable

external source. The average cluster size in the trial is (295+330)/(10+11) = 29.8. The design

effect for the trial as a whole is then 1+(m – 1)r = 1 + (29.8 – 1)×0.02 = 1.576. The effective

sample size in the intervention group is 295 / 1.576 = 187.2 and for the control group is 330 /

1.576 = 209.4.

Applying the design effects also to the numbers of events produces the following results:

Intervention: 40.0/187.2

Control: 53.3/209.4

Once trials have been reduced to their effective sample size, the data may be entered into any

version of RevMan as, for example, dichotomous outcomes or continuous outcomes. Results

from the example trial may be entered as

Intervention: 40/187

Control: 53/209

8.11.2.4 Approximate analyses of cluster-randomized trials for a metaanalysis:

Inflating standard errors

A clear disadvantage of the above approach is the need to round the effective sample sizes to

whole numbers. A slightly more flexible approach, which is equivalent to calculating

effective sample sizes, is to multiply the standard error of the effect estimate (from an

analysis ignoring clustering) by the square root of the design effect. The standard error may

be calculated from a confidence interval (see 8.5.6 Obtaining standard errors from confidence

intervals and P-values). Standard analyses of dichotomous or continuous outcomes may be

used to obtain these confidence intervals using RevMan. The meta-analysis using the inflated
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variances may be performed using RevMan (version 4.2 or later) using the generic inverse

variance method.

8.11.2.5 Issues in the incorporation of cluster-randomized trials

Cluster-randomized trials may, in principle, be combined with individually randomized trials

in the same meta-analysis. Consideration should be given to the possibility of important

differences in the effects being evaluated between the different types of trial. There are often

good reasons for performing cluster-randomized trials and these should be examined. For

example, in the treatment of infectious diseases an intervention applied to all individuals in a

community may be more effective than treatment applied to select (randomized) individuals

within the community since it may reduce the possibility of re-infection.

Authors should always identify any cluster-randomized trials in a review and explicitly state

how they have dealt with the data. They should conduct sensitivity analyses to investigate the

robustness of their conclusions, especially when ICCs have been borrowed from external

sources (see Section 8.10 Sensitivity analyses). Statistical support is recommended.

8.11.3 Cross-over trials

Parallel group trials allocate each participant to a single intervention for comparison with one

or more alternative interventions. In contrast, cross-over trials allocate each participant to a

sequence of interventions. A simple randomized cross-over design is an AB/BA design in

which participants are randomized initially to intervention A or intervention B, and then

‘cross over’ to intervention B or intervention A, respectively. It can be seen that data from the

first period of a cross-over trial represent a parallel group trial, a feature referred to below.

Cross-over designs offer a number of possible advantages over parallel group trials. Among

these are (i) that each participant acts as his or her own control, eliminating among-patient

variation; (ii) that, consequently, fewer participants are required to obtain the same power;

and (iii) that every participant receives every intervention, which allows the determination of

the best intervention or preference for an individual patient. A readable introduction to crossover

trials is given by Senn (Senn 2002). More detailed discussion of meta-analyses involving

cross-over trials is provided by Elbourne et al (Elbourne 2002).

8.11.3.1 Assessing suitability of cross-over trials

Cross-over trials are suitable for evaluating interventions with a temporary effect in the

treatment of stable, chronic conditions. They are employed, for example, in the study of

interventions to relieve asthma and epilepsy. They are not appropriate when an intervention

can have a lasting effect that compromises entry to subsequent periods of the trial, or when a

disease has a rapid evolution. The advantages of cross-over trials must be weighed against

their disadvantages. The principal problem associated with cross-over trials is that of carryover

(a type of period-by-intervention interaction). Carry-over is the situation in which the

effects of an intervention given in one period persist into a subsequent period, thus interfering

with the effects of a different subsequent intervention. Many cross-over trials include a period

between interventions known as a washout period as a means of reducing carry-over. If a

primary outcome is irreversible (for example mortality, or pregnancy in a subfertility study)

then a cross-over study is generally considered to be inappropriate. Another problem with

cross-over trials is the risk of drop-out due to their longer duration compared with comparable

parallel group trials. The analysis techniques for crossover trials with missing observations

are limited.

In considering the inclusion of cross-over trials in meta-analysis, authors should first address

the question of whether a cross-over trial is a suitable method for the condition and

intervention in question. For example, although they are frequently employed in the field, one
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group of authors decided cross-over trials were inappropriate for studies in Alzheimer’s

disease due to the degenerative nature of the condition, and included only data from the first

period (Qizilbash 1998). The second question to be addressed is whether there is a likelihood

of serious carry-over, which relies largely on judgement since the statistical techniques to

demonstrate carry-over are far from satisfactory. The nature of the interventions and the

length of any washout period are important considerations.

It is only justifiable to exclude cross-over trials from a systematic review if the design is

inappropriate to the clinical context. Very often, however, it is difficult or impossible to

extract suitable data from a cross-over trial. Below we outline some considerations and

suggestions for including cross-over trials in a meta-analysis.

8.11.3.2 Methods of analysis for cross-over trials

If carry-over is not thought to be a problem then the appropriate analysis of continuous data

from an AB/BA cross-over trial is a paired t-test. This evaluates the value of ‘measurement on

intervention A’ minus ‘measurement on intervention B’ separately for each patient. The mean

and standard error of these difference measures are the building blocks of a statistical test and

an effect estimate. The effect estimate may be included in a meta-analysis using the generic

inverse variance method, which may be performed using RevMan version 4.2 or later.

A paired analysis is possible if the data in any one of the following bullet points is available:

• individual patient data from the paper or by correspondence with the trialist;

• the mean and standard deviation (or standard error) of the patient-specific differences

between intervention A and intervention B measurements;

• the mean difference (or difference between means) and one of the following: (i) a t-statistic

from a paired t-test; (ii) a P-value from a paired t-test; (iii) a confidence interval from a paired

analysis;

• a graph of measurements on intervention A and intervention B from which individual data

values can be extracted, as long as matched measurements for each individual can be

identified as such.

For details see Elbourne et al (Elbourne 2002).

8.11.3.3 Methods for incorporating cross-over trials into a meta-analysis

Unfortunately, the reporting of cross-over trials has been very variable, and the data required

to include a paired analysis in a meta-analysis are often not published. A common situation is

that means and standard deviations (or standard errors) are available only for measurements

on A and B separately. A simple approach to incorporating cross-over trials in a meta-analysis

is thus to take all measurements from intervention A periods and all measurements from

intervention B periods and analyse these as if the trial were a parallel group trial of A versus

B. This approach gives rise to a unit of analysis error (8.3 Study designs and identifying the

unit of analysis) and should be avoided unless it can be demonstrated that the results

approximate those from a paired analysis, as described above. The reason for this is that

confidence intervals are likely to be too wide, and the trial will receive too little weight, with

the possible consequence of disguising clinically important heterogeneity. Nevertheless, this

incorrect analysis is conservative, in that studies are under-weighted rather than overweighted.

The unit of analysis error is not as serious as some other types of unit of analysis

error.

A second approach to incorporating cross-over trials is to include only data from the first

period. This is particularly recommended if carry-over is thought to be a problem, or if a

cross-over design is considered inappropriate for other reasons. However, it is possible that

available data from first periods constitute a biased subset of all first period data. This is
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because reporting of first period data may be dependent on the trialists having found

statistically significant carry-over.

A third approach to incorporating inappropriately reported cross-over trials is to attempt to

approximate a paired analysis, by imputing a measure describing the similarity of outcomes

within each participant. We address this approach in detail in the next section.

Cross-over trials with dichotomous outcomes require more complicated methods and

consultation with a statistician is recommended (Elbourne 2002).

8.11.3.4 Approximate analyses of cross-over trials for a meta-analysis

A ‘hidden’ number known as the correlation coefficient describes how similar the

measurements on interventions A and B were within a participant. Here we describe (1) how

to estimate the correlation coefficient from a study that is reported in considerable detail and

(2) how to approximate a paired analysis in a different study, making use of an imputed

correlation coefficient. Note that the methods in (2) are applicable both to correlation

coefficients obtained using (1) and to correlation coefficients obtained in other ways (for

example, by reasoned argument).

(1) Suppose a study involving n participants is available that presents the following

information:

Intervention A

(sample size n)

mean(A), SD(A)

Intervention B

(sample size n)

mean(B), SD(B)

Difference between A and B

(sample size n)

mean(diff), SD(diff)

We can use the data from this study to estimate the correlation coefficient, r, as follows. This

assumes that the mean and standard deviation of measurements for intervention A is the same

when it is given in the first period as when it is given in the second period (and similarly for

intervention B).

Correlation coefficients lie between –1 and 1. If zero or a negative number is obtained, then

there is no benefit of using a cross-over design over using a parallel group design. Before

imputation is undertaken it is recommended that correlation coefficients are computed for as

many studies as possible and it is noted whether or not they are consistent. Imputation should

be done only as a very tentative analysis if correlations are inconsistent.

(2) The point estimate for the paired analysis is the same as for a parallel group analysis, since

the mean of the differences is equal to the difference in means:

MD = mean(diff) = mean(A) – mean(B).

To impute the standard deviation of these differences, we use an imputed value R for the

correlation coefficient. The value R might be imputed from another study in the meta-analysis

(using the method in (1) above), it might be imputed from elsewhere, or it might be
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hypothesised based on reasoned argument. In all of these situations, a sensitivity analysis

should be undertaken, trying different values of R, to determine whether the overall result of

the analysis is robust to the use of imputed correlation coefficients.

To obtain a standard deviation of the differences, use

Finally, the standard error of the mean difference is obtained as

The quantities MD and SE(MD) may be entered into RevMan (version 4.2 or later) under the

generic inverse variance outcome type.

8.11.3.5 Example of incorporating a cross-over trial

As an example, suppose a cross-over trial reports the following data:

Intervention A

(sample size 10)

mean(A) = 7.0,

SD(A) = 2.38

Intervention B

(sample size 10)

mean(B) = 6.5,

SD(B) = 2.21

The estimate of the mean difference is MD = 7.0 – 6.5 = 0.5. Using an imputed correlation

coefficient of 0.68, we can impute the standard deviation of the differences as:

and the standard error of the mean difference is

The numbers 0.5 and 0.58 may be entered into RevMan as the estimate and standard error of a

mean difference. Correlation coefficients other than 0.68 might be used as part of a sensitivity

analysis.

8.11.3.6 Issues in the incorporation of cross-over trials

Cross-over trials may, in principle, be combined with parallel group trials in the same metaanalysis.

Consideration should be given to the possibility of important differences in other

characteristics between the different types of trial. For example, cross-over trials may have

shorter intervention periods or may include participants with less severe illness. It is generally

advisable to meta-analyse parallel-group and cross-over trials separately irrespective of

whether they are also combined together.

Authors should explicitly state how they have dealt with data from cross-over trials and

should conduct sensitivity analyses to investigate the robustness of their conclusions,

especially when correlation coefficients have been borrowed from external sources (see

Section 8.10 Sensitivity analyses). Statistical support is recommended.
